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Large-scale architecture of the brain
Neurons are electrical circuit 
elements. Computation from 
chemical and physical dynamics

Computational function is 
distributed across areas of the 
brain and also within each area

Brain is 2% of body weight, but 
20% of metabolic load.  10x the 
cost of muscle.   But it only 
expends ~20W! 
Brain Power. PNAS 2021. VB

Computation & memory are 
embedded together in network 
structure and activity
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their fi ring rates substantially (in the 
extreme case shutting off entirely), but 
the fi ring fi elds of active cells remain 
in the same locations (called ‘rate 
remapping’). Partial remapping can 
occur when some place fi elds remap 
and others do not. 

The remapping phenomenon may 
refl ect the ability of the hippocampus 
to support context-dependent memory. 
The creation of new maps for different 
environments, or different behavioral 
situations in the same environment, 
may allow the hippocampus to store 
the specifi c memories and behavioral 
contingencies specifi c to each situation. 
Because grid cells of the MEC do 
not share this remapping property, 
the creation of context-specifi c 
representations in the hippocampus may 
be the most important transformation 
that occurs between the spatial 

representations of the MEC and of the 
hippocampus.

Theta and large irregular activity
In rodents, the hippocampal EEG is 
dominated by a striking oscillation 
of approximately 8 Hz when the 
animal is locomoting, performing 
other investigatory behaviors, or is 
in the REM stage of sleep. Principal 
neurons and interneurons are strongly 
modulated by this theta rhythm, fi ring 
in bursts that are phase-locked to 
the theta rhythm. Place cells show 
a strong phenomenon called theta 
phase precession: as the rat runs 
through a place fi eld, each theta-
modulated burst of fi ring of the cell 
occurs at increasingly earlier phases 
of the theta rhythm. Because the 
phase of theta provides information 
about the precise location of the 

animal in the larger place fi eld, the 
phase precession provides one of the 
more robust examples of a temporal 
code in the brain. Numerous models 
have been generated about the 
origin and functional signifi cance of 
phase precession, including that it 
allows sequences of place fi elds to 
be recapitulated in a compressed 
sequence amenable to LTP 
mechanisms to encode a memory 
trace of the sequence. 

When the rodent is engaged in 
nonexploratory behaviors, such as 
eating or grooming, and when it is 
in the slow-wave stage of sleep, the 
hippocampal EEG enters the ‘large 
irregular activity’ (LIA) mode. During 
this mode, intermittent bursts of 
synchronized neural activity cause 
large defl ections in the EEG called 
sharp wave/ripples. The place cell 
activity during the sharp wave/ripples in 
slow wave sleep or quiet wakefulness 
recapitulate, on a very compressed 
time scale, the sequences of activity 
that the rat recently experienced during 
behavior — that is, the place cells fi re 
in the same sequence as their place 
fi elds were experienced. This ‘replay’ 
is hypothesized to be involved in the 
systems consolidation process, as 
a mechanism whereby the events 
recently experienced by the animal 
are replayed to the neocortex in order 
to update the permanent, neocortical 
memory stores.

Nonlocal representations during 
behavior
When the rat is performing a 
behavioral task, the hippocampus 
generates brief (50–100 millisecond) 
sequences that represent locations 
away from the current location of the 
rat (‘nonlocal representations’). These 
sequences can occur during sharp 
wave/ripples that are generated during 
behavior, for example at a reward site, 
and can take the form of sequences of 
locations that replay the animal’s most 
recent trajectory, as well as the same 
trajectory played in reverse order. 

Nonlocal representations can 
also be prospective in nature: when 
the animal is at the choice point of 
a maze, it sometimes performs a 
behavior called vicarious trial and 
error, moving its head back and forth 
as it appears to evaluate the different 
behavioral choices and potential 
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Figure 3. Anatomical model of information fl ow and functions of the hippocampal system 
in support of memory.
In this highly simplifi ed schematic, the LEC pathway (blue) receives input from the perirhinal cor-
tex (as well as other inputs, such as olfactory cortex). It is thought to convey information about 
individual items and events in the external world, including information about their spatial loca-
tion. The MEC pathway (red) receives input from postrhinal cortex (parahippocampal cortex in 
primates) about scenes as well as information about self-movement, head direction, and path 
integration from presubiculum, parasubiculum, and retrosplenial cortex. Head direction input ar-
rives via the anterior dorsal nucleus (ADN) of the thalamus. The DG and CA3 combine overlapping 
input from both pathways to store in memory conjunctive representations of the content of an 
experience within its spatiotemporal context. Putative attractor networks in CA3 support mne-
monic computations associated with distributed memory systems, such as pattern separation 
and pattern completion. The output of the DG/CA3 processing loop is sent to CA1, both directly 
and indirectly via CA2, where it is compared with direct input from EC. The output of this com-
parison is fed back to the deep layers of EC, which distribute the information to other neocortical 
areas as well as back to the superfi cial EC layers, where it can infl uence the next stage of memory 
processing.

(Knieirim, Current Biology)

Information flow between areas of brain that 
act cooperatively

Brain areas are organized in interacting networks

Sensory input: Perirhinal and Postrhinal 
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Movement input: Pre- and para- 
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Location and navigation: Entorhinal 
cortex & Hippocampus 

Cell Types: border cells, boundary vector 
cells, head direction cells, speed cells, 
place cells, landmark cells, object vector 
cells, egocentric cells, allocentric cells



Brain networks reorganize actively and flexibly

action, emotion, and decision-making. These
cortical regions are less connected with the
contralateral hemisphere via the corpus cal-
losum (Fig. 2C) (24). DWI has revealed that
the structure of the corpus callosum changes
along with brain size across and within spe-

cies (25, 26). In particular, the axonal con-
ductive properties can change (27), and axon
calibers correlate with the interhemispheric
speed of conduction (Fig. 2D) (28). Further, a
trade-off in the number of connections exists
between interhemispheric and intrahemispheric

connectivity across species (25). Taken together,
these studies suggest that during evolution,
brain size expansion may have led to functional
lateralization to avoid a disproportionate corpus
callosum or excessive conduction delays across
hemispheres.

Mapping evolution through connectivity

As structural connectivity can be used to de-
cipher the brain’s functional organization,multi-
ple studies compared different primate species
to understand human uniqueness and shed
light on the mechanisms involved in its evolu-
tion. For instance, human language capacity
parallels the extraordinary expansion of the ar-
cuate fasciculus in the left hemisphere (Fig. 3A)
(29). The anatomical delineation ofwhitematter
tracts (e.g., arcuate fasciculus or corpus cal-
losum) allowed for extracting corresponding
connectivity profiles across species. This point
of comparison permitted the computation of
deformation fields between species’ brains
(Fig. 3B) (30). These deformation fields define
similarities and differences across species.
Comparative studies assume that similarities
between species can be traced back to a com-
mon ancestor and account for the preservation
of specific functions across evolution. Recent
comparative work revealed one of the first
comprehensive maps of the phylogenetic or-
ganization of brain regions (30). Such tech-
nical advances in comparative neuroimaging
will allow for targeted studies that bettermatch
humanbrainmechanisms to their phylogenetic
counterparts. These advances may also help
discover and mimic neuroprotective mecha-
nisms in animals that could potentially trans-
late to improving human disease models and
therapeutics. For instance, frontoparietal dis-
connection is a very sensitive (85%) and specific
(95%) biomarker for persistent disorders of
visual neglect (31). Whereas most humans with
this disconnection will fail to recover from
visual neglect, monkeys with the same discon-
nectionwill recoverwithin a fewdays (32).Hence,
there is a distinctive mechanism in monkeys
that facilitates brain recovery. However, this
mechanism has yet to be identified, and its
translatability to humans needs to be explored.
One frequent limitation of comparative studies

is the small number of brains per species used
(usually fewer than 10), which fails to fully cap-
ture interindividual variability. While the
amount of connectivity variability (i.e., mag-
nitude) is proportional to the brain size, its
pattern of variability is similar between hu-
mans and other primates. Accordingly, brain
areas that have recently evolved increasingly
differ between individuals, whereas evolution-
arily older areas tend to be more stable (33).
Intraspecies variability in brain connections
might therefore be a novel dimension to our
understanding of evolutionary mechanisms
(Fig. 3C).
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Fig. 1. The superior flexibility of the integrative brain model compared with other classical models,
as exemplified by simplified language models. Brain models determine the flexibility of brain states
(i.e., functions). In a modular system (A), one region performs one function without cross-talk, and the
number of possible brain states increases linearly with the number of regions. In the hierarchical system (B),
functions emerge from the sequential activation of regions. Accordingly, the repetition of words or
sentences would rely on the temporal-parietal-frontal propagation from auditory-to-motor processes. In
contrast to (A) and (B), the integrative model (C) offers the highest computational flexibility, allowing for the
high complexity and flexibility of language processes as we know them. Each model can be translated
into different brain state patterns (D) across brain areas X, Y, and Z. Each line indicates a brain state
(function) (courtesy of Chris Foulon). (E) Illustration of the interaction between the brain model and the
number of areas involved in the number of brain states a system can take.
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action, emotion, and decision-making. These
cortical regions are less connected with the
contralateral hemisphere via the corpus cal-
losum (Fig. 2C) (24). DWI has revealed that
the structure of the corpus callosum changes
along with brain size across and within spe-

cies (25, 26). In particular, the axonal con-
ductive properties can change (27), and axon
calibers correlate with the interhemispheric
speed of conduction (Fig. 2D) (28). Further, a
trade-off in the number of connections exists
between interhemispheric and intrahemispheric

connectivity across species (25). Taken together,
these studies suggest that during evolution,
brain size expansion may have led to functional
lateralization to avoid a disproportionate corpus
callosum or excessive conduction delays across
hemispheres.

Mapping evolution through connectivity

As structural connectivity can be used to de-
cipher the brain’s functional organization,multi-
ple studies compared different primate species
to understand human uniqueness and shed
light on the mechanisms involved in its evolu-
tion. For instance, human language capacity
parallels the extraordinary expansion of the ar-
cuate fasciculus in the left hemisphere (Fig. 3A)
(29). The anatomical delineation ofwhitematter
tracts (e.g., arcuate fasciculus or corpus cal-
losum) allowed for extracting corresponding
connectivity profiles across species. This point
of comparison permitted the computation of
deformation fields between species’ brains
(Fig. 3B) (30). These deformation fields define
similarities and differences across species.
Comparative studies assume that similarities
between species can be traced back to a com-
mon ancestor and account for the preservation
of specific functions across evolution. Recent
comparative work revealed one of the first
comprehensive maps of the phylogenetic or-
ganization of brain regions (30). Such tech-
nical advances in comparative neuroimaging
will allow for targeted studies that bettermatch
humanbrainmechanisms to their phylogenetic
counterparts. These advances may also help
discover and mimic neuroprotective mecha-
nisms in animals that could potentially trans-
late to improving human disease models and
therapeutics. For instance, frontoparietal dis-
connection is a very sensitive (85%) and specific
(95%) biomarker for persistent disorders of
visual neglect (31). Whereas most humans with
this disconnection will fail to recover from
visual neglect, monkeys with the same discon-
nectionwill recoverwithin a fewdays (32).Hence,
there is a distinctive mechanism in monkeys
that facilitates brain recovery. However, this
mechanism has yet to be identified, and its
translatability to humans needs to be explored.
One frequent limitation of comparative studies

is the small number of brains per species used
(usually fewer than 10), which fails to fully cap-
ture interindividual variability. While the
amount of connectivity variability (i.e., mag-
nitude) is proportional to the brain size, its
pattern of variability is similar between hu-
mans and other primates. Accordingly, brain
areas that have recently evolved increasingly
differ between individuals, whereas evolution-
arily older areas tend to be more stable (33).
Intraspecies variability in brain connections
might therefore be a novel dimension to our
understanding of evolutionary mechanisms
(Fig. 3C).
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Fig. 1. The superior flexibility of the integrative brain model compared with other classical models,
as exemplified by simplified language models. Brain models determine the flexibility of brain states
(i.e., functions). In a modular system (A), one region performs one function without cross-talk, and the
number of possible brain states increases linearly with the number of regions. In the hierarchical system (B),
functions emerge from the sequential activation of regions. Accordingly, the repetition of words or
sentences would rely on the temporal-parietal-frontal propagation from auditory-to-motor processes. In
contrast to (A) and (B), the integrative model (C) offers the highest computational flexibility, allowing for the
high complexity and flexibility of language processes as we know them. Each model can be translated
into different brain state patterns (D) across brain areas X, Y, and Z. Each line indicates a brain state
(function) (courtesy of Chris Foulon). (E) Illustration of the interaction between the brain model and the
number of areas involved in the number of brain states a system can take.
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• Brain regions are 
extensively connected by 
nerve tracts

• These can be imaged and 
measured

• The effective connectivity 
changes depending on the 
task

Function emerges from 
effective patterns of 
connectivity that reorganize 
with each task.

Importantly, while the identification of predic-
tive biomarkers holds vast potential for changing
the health of individuals and populations, it also
bears fundamental ethical risks and moral chal-
lenges (e.g., treatment of predicted brain dis-
ease that may never manifest or withholding
treatment on the basis of recovery predictions).
Overall, these recent studies put forth evidence
demonstrating that new behavioral patterns
and cognitive functions can arise from even
small changes in the interaction between brain
regions via their connections.

Functional disintegration through disconnection

Drastic disruptions of brain interactions [i.e.,
disconnections (18)] manifest secondary to

pathologies and can induce long-lasting func-
tional symptoms. For instance, a disconnec-
tion between visual and language networks
leads to irremediable alexia [i.e., inability to
read (43)]. Although advanced neuroimaging
can identify disconnections, these methods
are not yet systematically available across the
clinical sector. Therefore, new indirectmethods
that use a priori knowledge of connections (DWI
or fMRI) derived from the highest-resolution
datasets to estimate disconnection profiles after
a brain injury are needed to reliably and statis-
tically map the association between discon-
nection and symptoms (44). In doing so, it is
possible to reevaluate classical clinical neuro-
anatomical phenomena within brain networks

and understand the critical contribution of
connections to the realization of functions.
These new methods can even demonstrate
that clinical-anatomical lesion studies in neu-
roscience’smost famous cases can be extended
to a disconnection paradigm. This new para-
digm shows the networks considered function-
ally engaged for emotion and decision-making
(Phineas Gage), language production (Louis
Victor Leborgne), and declarative memory
(Henry Molaison) in the healthy population
(Fig. 4B) (45). Hence, consideration of brain
connections appears to reconcile brain lesion
studies with functional neuroimaging in
healthy volunteers and provides a more com-
prehensive biological interpretation of clinical
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Fig. 3. Connectivity sheds light on mechanisms of brain evolution. (A) A
comparison of the connections between frontal and temporal brain regions
in humans, chimpanzees, and macaques reveals the remarkable expansion and
lateralization of the arcuate fasciculus (29). (B) The extraction of a reliable
connectivity profile across species permits the computation of common spaces
allowing for an approximation of our ancestors’ brains (30). In this context,
the connectivity profile is defined as the number of streamlines per voxel

(i.e., as a surrogate for connectivity strength) for each tract of interest. T, tract;
V, voxel; Strength, connectivity strength. (C) Connectivity variability (i.e., average
white matter deformation required to match a common species-specific template)
reveals that the same variability that makes us individually different from
each other is also at the root of our differences from our ancestors and our
closest evolutionary relatives [modified from (33), thanks to data openly available
at http://www.chimpanzeebrain.org]. mm, millimeters.
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action, emotion, and decision-making. These
cortical regions are less connected with the
contralateral hemisphere via the corpus cal-
losum (Fig. 2C) (24). DWI has revealed that
the structure of the corpus callosum changes
along with brain size across and within spe-

cies (25, 26). In particular, the axonal con-
ductive properties can change (27), and axon
calibers correlate with the interhemispheric
speed of conduction (Fig. 2D) (28). Further, a
trade-off in the number of connections exists
between interhemispheric and intrahemispheric

connectivity across species (25). Taken together,
these studies suggest that during evolution,
brain size expansion may have led to functional
lateralization to avoid a disproportionate corpus
callosum or excessive conduction delays across
hemispheres.

Mapping evolution through connectivity

As structural connectivity can be used to de-
cipher the brain’s functional organization,multi-
ple studies compared different primate species
to understand human uniqueness and shed
light on the mechanisms involved in its evolu-
tion. For instance, human language capacity
parallels the extraordinary expansion of the ar-
cuate fasciculus in the left hemisphere (Fig. 3A)
(29). The anatomical delineation ofwhitematter
tracts (e.g., arcuate fasciculus or corpus cal-
losum) allowed for extracting corresponding
connectivity profiles across species. This point
of comparison permitted the computation of
deformation fields between species’ brains
(Fig. 3B) (30). These deformation fields define
similarities and differences across species.
Comparative studies assume that similarities
between species can be traced back to a com-
mon ancestor and account for the preservation
of specific functions across evolution. Recent
comparative work revealed one of the first
comprehensive maps of the phylogenetic or-
ganization of brain regions (30). Such tech-
nical advances in comparative neuroimaging
will allow for targeted studies that bettermatch
humanbrainmechanisms to their phylogenetic
counterparts. These advances may also help
discover and mimic neuroprotective mecha-
nisms in animals that could potentially trans-
late to improving human disease models and
therapeutics. For instance, frontoparietal dis-
connection is a very sensitive (85%) and specific
(95%) biomarker for persistent disorders of
visual neglect (31). Whereas most humans with
this disconnection will fail to recover from
visual neglect, monkeys with the same discon-
nectionwill recoverwithin a fewdays (32).Hence,
there is a distinctive mechanism in monkeys
that facilitates brain recovery. However, this
mechanism has yet to be identified, and its
translatability to humans needs to be explored.
One frequent limitation of comparative studies

is the small number of brains per species used
(usually fewer than 10), which fails to fully cap-
ture interindividual variability. While the
amount of connectivity variability (i.e., mag-
nitude) is proportional to the brain size, its
pattern of variability is similar between hu-
mans and other primates. Accordingly, brain
areas that have recently evolved increasingly
differ between individuals, whereas evolution-
arily older areas tend to be more stable (33).
Intraspecies variability in brain connections
might therefore be a novel dimension to our
understanding of evolutionary mechanisms
(Fig. 3C).
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Fig. 1. The superior flexibility of the integrative brain model compared with other classical models,
as exemplified by simplified language models. Brain models determine the flexibility of brain states
(i.e., functions). In a modular system (A), one region performs one function without cross-talk, and the
number of possible brain states increases linearly with the number of regions. In the hierarchical system (B),
functions emerge from the sequential activation of regions. Accordingly, the repetition of words or
sentences would rely on the temporal-parietal-frontal propagation from auditory-to-motor processes. In
contrast to (A) and (B), the integrative model (C) offers the highest computational flexibility, allowing for the
high complexity and flexibility of language processes as we know them. Each model can be translated
into different brain state patterns (D) across brain areas X, Y, and Z. Each line indicates a brain state
(function) (courtesy of Chris Foulon). (E) Illustration of the interaction between the brain model and the
number of areas involved in the number of brain states a system can take.
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Microcircuits are distributed and heterogeneous
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Retina:   Santiago Ramón y Cajal 
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Structural heterogeneity supports computational and resource efficiency in the brain 
 (VB, Heterogeneity and Efficiency in The Brain, Proceedings of the IEEE, 2015)  



Learning on long time scales via variation and selection

A view of the circuit repertoire:  A memory of computations that have predictive 
value for behavior, learned over evolutionary time, and encoded in the genome, the 
developmental program, and in the biophysical rules for dynamical circuit plasticity.

• Entorhinal Cortex 
(the sense of place)

• Retina 
(visual features)

• Whole Brain 
(everything you do)

• Olfactory Cortex 
(complex smells)

COMMENTARY

Brain power
Vijay Balasubramaniana,b,1

The human brain is just 2% of the body’s weight, but
20% of its metabolic load (1–3), and 10 times more
expensive per gram than muscle. On the other hand,
the brain manages to produce poetry, design space-
craft, and create art on an energy budget of ∼20 W, a
paltry sum given that the computer on which this arti-
cle is being typed requires 80W. So where in the brain
is power consumed, what is it used for, why is it so ex-
pensive relative to other costs of living, and how does it
achieve its power efficiency relative to engineered sili-
con?Many classic papers have studied these questions.
Attwell and Laughlin (4) developed detailed biophys-
ical estimates suggesting that neural signaling and the
postsynaptic effects of neurotransmitter release com-
bined to account for 80% of the brain’s adenosine tri-
phosphate (ATP) consumption, conclusions that are
also supported by the overall physiology and anatomy
of neural circuits (5, 6). Numerous studies explored the
structural and functional consequences of this expen-
diture for limiting brain size (7) and scaling (8), efficient
wiring patterns (9), analog (graded potential) vs. digital
(spiking) signaling (10), distributed neural codes (11–
13), the distribution of information traffic along nerve
tracts and their size distribution (14–16), and computa-
tional heterogeneity and efficiency (17). Many of these
ideas have been synthesized by Sterling and Laughlin
(18) into a set of principles governing the design of
brains. Now, in PNAS, Levy and Calvert (19) propose a
functional accounting of the power budget of themam-
malian brain, suggesting that communication is vastly
more expensive than computation, and exploring the
functional consequences for neural circuit organization.

Levy and Calvert (19) build on the earlier literature
by focusing primarily on the relative power committed
to different modes of information processing in the hu-
man brain, rather than on different aspects of cellular
function. They make a key distinction between com-
munication and computation. “Communication” re-
fers, in general, to the transport of information, perhaps
encoded in some way, from one site to another without

transformation of the representation, extraction of sa-
lient features, or mapping to decisions or outcomes.
An example in the brain is the transport of visual infor-
mation, unchanged, along the optic nerve from the
eye to the central brain. “Computation,” a more sub-
tle concept, is generally understood in terms of an
input–output transformation. Levy and Calvert, build-
ing on previous work of Levy, view each neuron as
performing a “microscopic estimation or prediction”
of latent variables in its input and encoding this output
in interpulse intervals (IPIs), that is, in the relative tim-
ing of the action potentials used in signaling by most
neurons. Estimation and prediction are sufficiently gen-
eral frameworks to subsume other views of neural com-
putation (e.g., neurons as dynamical systems or logic
gates), and also to encompass the role played by sin-
gle neurons within networks charged with carrying out
a computational function. Likewise, information cod-
ing in IPIs includes other possibilities like rate codes
and pattern codes as specific cases. Thus, an example
of a “computation” by a neuron in the brain could be

Fig. 1. Computation in the brain is distributed among
specialized components communicating in networks.
Green circles denote a network of cortical areas, each
executing different functions. Orange triangles denote a
network of pyramidal cells coordinating to compute the
function of one cortical area. Levy and Calvert (19) argue
that the cost of computation by the elementary units is
dwarfed by the cost of communication between them.
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Networks of elements that form modules that 
are in turn organized in networks, and so on



Learning at short time scales via local rules
Neurons learn by autonomously rewiring their own circuits. 

• One mechanism is Spike Timing Dependent Plasticity (STDP). For example: 
• Suppose two connected neurons fire voltage spikes 
• If the first neuron fires before the second one, the synapse strengthens 
• If the first neuron fires after the second one, the synapse weakens. 

• You can also use neuromodulators as global knobs to modulate learning 
• Dopamine released on a synapse reinforces changes that lead to surprising rewards 
• Norepinephrine release allows emotion to affect synaptic plasticity 

• Entirely new synapses can form, and old synapses can disappear. 

• Neurogenesis in the hippocampus (memory, navigation) and cell death.

1

2

An individual neuron or synapse has no direct knowledge  
of how other neurons are adjusting themselves, and there 

is no centrally directed mechanism for global change

Because of the variability in its activity patterns, it was thought that LMAN’s role was simply to
inject variability into the song (Ölveczky et al., 2005). The resulting vocal experimentation would

enable reinforcement-based learning. For this reason, prior models tended to treat LMAN as a pure

Poisson noise generator, and assume that a reward signal is received directly in RA (Fiete et al.,

2007). More recent evidence, however, suggests that the reward signal reaches Area X, the song-

specialized basal ganglia, rather than RA (Gadagkar et al., 2016; Hoffmann et al., 2016;

Kubikova et al., 2010). Taken together with the fact that LMAN firing patterns are not uniformly

random, but rather contain a corrective bias guiding plasticity in RA (Andalman and Fee, 2009;

Warren et al., 2011), this suggests that we should rethink our models of song acquisition.
Here we build a general model of two-stage learning where one neural circuit ‘tutors’ another.

We develop a formalism for determining how the teaching signal should be adapted to a specific

plasticity rule, to best instruct a student circuit to improve its performance at each learning step. We

develop analytical results in a rate-based model, and show through simulations that the general find-

ings carry over to realistic spiking neurons. Applied to the vocal control circuit of songbirds, our

model reproduces the observed changes in the spiking statistics of RA neurons as juvenile birds

learn their song. Our framework also predicts how the LMAN signal should be adapted to properties

of RA synapses. This prediction can be tested in future experiments.
Our approach separates the mechanistic question of how learning is implemented from what the

resulting learning rules are. We nevertheless demonstrate that a simple reinforcement learning algo-

rithm suffices to implement the learning rule we propose. Our framework makes general predictions

Figure 1. Relation between the song system in zebra finches and our model. (A) Diagram of the major brain regions involved in birdsong. (B)
Conceptual model inspired by the birdsong system. The line from output to tutor is dashed because the reinforcement signal can reach the tutor either

directly or, as in songbirds, indirectly. (C) Plasticity rule measured in bird RA (measurement done in slice). When an HVC burst leads an LMAN burst by

about 100ms, the HVC–RA synapse is strengthened, while coincident firing leads to suppression. Figure adapted from Mehaffey and Doupe (2015).

(D) Plasticity rule in our model that mimics the Mehaffey and Doupe (2015) rule.

DOI: 10.7554/eLife.20944.002

Teşileanu et al. eLife 2017;6:e20944. DOI: 10.7554/eLife.20944 2 of 29
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Mehaffey & Doupe, 2015

Zebra Finch
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Research article NeuroscienceLearning requires whole brain cooperation: e.g., song learning 

• Student: Neurons in RA control the muscles to produce sounds.  It must learn a 
sequence of muscular movements. 

• Conductor: Neurons in HVC produce a sequence of patterns marking time.  After 
learning each pattern drives RA to pull and push the right muscles at each moment 

• Tutor: LMAN drives exploration by injecting variability while providing guidance 
based on comparison of the desired song to the actual output. 

Major brain 
areas of the 
songbird act 
collectively  
during song 

learning

The tutor should 
match the teaching 
style (reinforcement  
protocol) to student 

learning style (synaptic 
plasticity rule) for 
efficient learning



This is not a von Neumann architecture

Kapooht - Wikimedia Commons W. Nowicki - Wikimedia Commons



This is not a deep neural network

Ravindra Parmar, 
 towardsdatascience.com

Offnfopt,  
Wikimedia Commons

http://towardsdatascience.com


This is not a simulation of real or artificial neural networks

SpiNNaker

Standard CMOS systems are used 
to simulate artificial neural 

networks or even realistic neurons 
organized in networks directly 

reflecting cortex circuits



This is not backpropagation

• Compute error in the output 
• Use the chain rule to compute the gradient of the 

error with respect to network weights layer by layer 
• Propagate the changes backward from the output 

Individual weights are changed to descend globally computed gradient. 
Requires large numbers of matrix multiplications.



The accidents of history: CMOS and Moore’s Law
1. 1960s-1980s: Logic Engines (LISP, Prolog), the dawn of 

connectionism (neural networks) 
2. 1980s: neural networks vs. neuromorphic systems 
3. 1990s: The rise of neural networks and variants (e.g., HMMs) 
4. 2000s: Gaming systems and GPUs arrive, parallelizing matrix 

multiplication. Artificial neural networks take over. 
5. 2010s and 2020s: Gigantic datasets. Modified architectures. 

Transformers take over the world. 
6. What about the future?

In the first issue of the journal Neural Computation: Volume 1, No. 1, 1989
• Deterministic Boltzmann Learning Performs Steepest Descent in Weight-Space, Geoffrey E. Hinton 
• Product Units: A Computationally Powerful … Extension to Backpropagation Networks,  Richard Durbin, 

David E. Rumelhart

• A Silicon Model of Auditory Localization, John Lazzaro, Carver A. Mead 
• Computing Optical Flow in the Primate Visual System, H. Taichi Wang, Bimal Mathur, Christof Koch



Becoming what you learn: neuromorphic computing

The massive datasets and vast expenditures of energy required by artificial 
neural networks are unsustainable 

The future of Artificial Intelligence lies in machines that learn like the brain 
• Dynamics as computation leveraging device chemistry and physics 
• Hardware = software.  Memory and computation embedded jointly and 

emerging collectively from networks 
• Heterogeneous, special purpose, highly adapted modules implementing 

useful and re-usable functions or procedures 
• Hierarchies of nested modules combined with recurrence 
• Flexible communication and interconnection between modules 
• Local learning rules



The End


